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ABSTRACT 

Musical perception is non-visual and people cannot de-
scribe what a song sounds like without listening to it. To 
facilitate music browsing and searching, we explore the 
automatic generation of visual thumbnails for music. Tar-
geting an expert user groups, DJs, we developed a con-
cept named ThumbnailDJ: Based on a metaphor of music 
notation, a visual thumbnail can be automatically gener-
ated for an audio file, including information of tempo, 
volume, genre, aggressiveness and bass. We discussed 
ThumbnailDJ and other 3 selected concepts with DJs, 
and our concept was preferred most. Based on the results 
of this interview, we refined ThumbnailDJ and conducted 
an evaluation with DJs. The results confirmed that 
ThumbnailDJ can facilitate expert users browsing and 
searching within their music collection. 

1. INTRODUCTION 

People can easily gain an overview of a photo by glimps-
ing at its thumbnail.  With assistance of multiple thumb-
nails, people can browse many photos in parallel and lo-
cate the desired ones quickly. On the contrary, music car-
ries no visual information and people cannot describe 
what a song sounds like without listening to it. Cover art 
is commonly used as a visual assistance for music. How-
ever, it only visually encodes the relevant artist and al-
bum, and has no reflection on the intrinsic music content. 
Will a visualization of musical content help, and who will 
benefit from it? To answer these questions, we explore 
the automatic generation of visual thumbnails for music 
content and develop a concept named ThumbnailDJ. We 
conducted several rounds of survey and interview, and 
the results confirmed that our concept can help expert us-
ers browsing and searching within their music collec-
tions. 

2. RELATED WORK 

A map-based representation is widely used to display 
music collections. Islands of Music [6] and MUSICtable 
[9] cluster songs based on their acoustic similarity. In 
Artist Map [13] the user can chose any two of the four 
criteria of mood, genre, year and tempo to display music 
on a map. In iCandy [3], songs are displayed in a grid 
layout and their order is determined by the selected crite-
ria such as genre, most played artist or album. Besides 
map-based representation, there are other visualizations 
of music collections. Torrens et al. [10] presented three 
visualization concepts: a disc, a rectangle and a tree. In 
MusicRainbow [7] artists are displayed in rings of a rain-
bow. 

The aforementioned visualizations focus on the repre-
sentation of an entire music collection, in which single 
songs are either displayed with the cover art or as the 
name of artist, album or song, and none of them reflect 
the intrinsic music content. Some work addressed this 
issue by producing visualization for the file content. Se-
manticons [8] produce semantically meaningful icons for 
different file types. Music Icon [5] is a similar concept 
using a blossom metaphor: Each music file is represented 
as a blossom icon with two rings of petals (see Figure 1d 
for a simplified version). The music feature is reflected 
by the color, shape and number of petals.  

Besides these metaphoric visualizations, some re-
searchers focus on the sequential representation. Beat 
Histogram [11] is a temporal representation of beat 
strength in audio signals (see Figure 1a). It helps to gain 
an overall impression of how beat strength changes over 
time. TimbreGrams [12] represents an audio file as se-
quential stripes. Bright colors correspond to speech or 
singing, and purple and blue ones associate to classical 
music (see Figure 1c). In Arc Diagrams [14], instances of 
the identical notes are connected by arcs, thus depicting 
the repetitive structure in a music file (see Figure 1b).  
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3. ONLINE SURVEY 

In order to assess the understandability and suitability of 
the concept of visualizing music content, we conducted 
an online survey with four selected concepts (see Figure 
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1): Beat Histogram, Arc Diagram, TimbreGrams and 
simplified Music Icon.  

  
(a)                                    (b)   

  
              (c)                                         (d) 

Figure 1. Four selected concepts. a) Beat Histogram [11]. b) 
Arc Diagram [14]. c) TimbreGrams [12]. d) A simplified Mu-
sic Icon has one ring of petals. The number and shape of petals 
represent tempo and aggressiveness respectively. 

3.1 Survey Design 
The participants first filled out a questionnaire about their 
personal information and general experience with music. 
Then the four visualization concepts were briefly intro-
duced. The participants answered 15 questions about 
these concepts: We chose 8 popular songs and asked the 
participants about their familiarity with these songs. They 
could follow the corresponding links to listen to these 
songs online. For each concept, they were required to 
map one visualization to a correct song out of 4 candi-
dates, then map one song to a correct visualization out of 
4 candidates. After this, they were asked about informa-
tion that can be derived from each concept. Then we 
asked them about their preference between and comments 
about these concepts. All scores were rated on a 5-point 
Linkert-scale where 5 represented the highest score. 

3.2 Participants 

In total we received 38 complete questionnaires, 9 female 
and 29 male. Their age ranged from 18 to 55 with an av-
erage age of 26.6 years. 31 out of 38 participants were 
students and employees from Europe. 

3.3 Results 

Regarding the reflection on music content, the partici-
pants thought attributes such as melody, mood, rhythm, 
instrument and genre were more important than the gen-
eral information of lyrics, length and release year. Con-
cerning the usefulness of different information in helping 
gaining an overall impression of a song, the 30-second 
preview clip received the highest score (M=3.84, 
SD=0.17). Similar artists/tracks (M=3.16, SD=0.19) and 
top tags (M=2.78, SD=0.19) were scored lower. Unfortu-
nately, our concept of visual thumbnails of music content 
was rated lowest (M=2.22, SD=0.16). 

Although the participants were generally familiar with 
the tested songs (M=3.50, SD=0.74), the correctness of 
their answers was quite low: To map a visualization to a 
correct song out of 4 candidates, 14 participants (36.8%) 
chose the correct song for Music Icon, 12 (31.6%) for 
TimbreGrams, 9 (23.7%) for BeatHistogram and 8 
(21.1%) for Arc Diagrams. To map a song to a correct 
visualization out of 4 candidates, the performance was 
slightly better but still low: 17 (44.7%) for Music Icon, 
16 (42.1%) for BeatHistogram, 10 (26.3%) for Arc Dia-
grams and 8 (21.1%) for TimbreGrams. 

Concerning the information that can be derived from 
each concept, the results illustrated that BeatHistogram 
helped to learn tempo and volume, and Music Icon tempo 
and volume.  TimbreGrams and Arc Diagrams facilitated 
gaining song structure and information of harmony. In 
general, the scores for easiness of deriving each informa-
tion were rather low (all below 3). The usefulness of each 
concept was also rated quite low: BeatHistogram 
(M=2.17, SD=1.40), Arc Diagrams (M=2.09, SD=1.17), 
Music Icon (M=1.97, SD=1.32) and TimbreGrams 
(M=1.40, SD=0.55). 

3.4 Discussion 
All the participants commented that these visualizations 
were overall too complicated for them. Although they 
agreed that attributes such as melody and rhythm are im-
portant features of a song, they did not think such infor-
mation can help them to gain the overall impression of a 
song. Instead, they would prefer direct and non-trivial 
assistance, such as 30-second preview clips. 

4. CONCEPT DEVELOPMENT 

The results of the survey revealed an overall low appre-
ciation for the concepts of visualizing musical content. 
The normal music listeners seem not be unsuitable as the 
consumers of those thumbnails, as they have neither re-
quirements nor efficient knowledge in understanding 
technical details of a song. Therefore, we shift our focus 
to more professional users, Disk Jockeys (DJs). We de-
velop a concept named ThumbnailDJ. We discussed 
ThumbnailDJ and 3 other concepts with DJs. Thumb-
nailDJ was preferred most, and we derived implications 
for the refinement of this concept. 

4.1 Four Tested Concepts 

We first conducted a preliminary discussion with 7 DJs 
with the four concepts presented in Figure 1. They were 
overall appreciated the idea of visualizing musical con-
tent. Arc Diagram and TimbreGrams were commented as 
helpful to gain an overall impression of a song, but lack-
ing of precise values, such as those shown in Beat Histo-
gram. Beyond the single criterion displayed in Beat His-
togram, more attributes were requested, such as aggres-

566

11th International Society for Music Information Retrieval Conference (ISMIR 2010)



  
 

siveness and volume. Music Icon was generally preferred 
most among these four tested concepts. 

The results of the preliminary test illustrated that ex-
pert users require multiple attributes with precise values, 
and simplicity is vital for mental perception [1]. There-
fore, we selected four simple and compact visualizations 
and tested them with DJs. Havre et al. [4] introduced a 
river metaphor to represent topical changes within a 
document collection. We employ this concept to describe 
temporal changes of attributes (see Figure 2a). Border 
Community1 offers hand-drawn graphs to show the com-
position of songs. The amplitude depicts intensity and 
gray color represents bass strength. We name this visu-
alization TensionDiagram and map its background color 
to genre (see Figure 2b). The third concept is Music Icon, 
which has already been tested in the previous online sur-
vey (see Figure 1d). 

   
(a)                            (b)                           (c)  

Figure 2. Tested concepts with DJs. a) ThemeRiver [4]. b) 
TensionDiagram1. c) Initial concept of ThumbnailDJ. 

Besides these three selected visualizations, we develop 
our own concept ThumbnailDJ (see Figure 2c). Our de-
sign is built on the metaphor of music notation, the most 
common symbolic representation of music, from which 
abundant information can be read out: Pitch is shown as 
the vertical position of notes on a five-line staff. Duration 
is illustrated as the note value and additional symbols 
such as dot and tie. A dot extends the value of a note and 
a tie connects two notes with same pitch. Tempo and dy-
namics are shown above or below the staff. Tempo is 
normally represented as Beats per Minute (BPM), and 
dynamics as the overall volume of the whole piece. By 
reading the staff from left to right, the overall temporal 
impression can be gained.  

In our initial concept, we made some modification of 
the original metaphor. The lengthy notation contradicts to 
the fundamental characteristic of compactness, and thus 
we decided to employ only three notes, each representing 
1/3 of the song. The vertical location of a note in the staff 
depicts the aggressiveness. Two notes are connected by a 
tie if they share similar aggressiveness. On the contrary, a 
dot on the top of a note stands for change in aggressive-
ness. Tempo and volume are shown in the top and bottom 
left corners respectively. Crescendo (<) and decrescendo 
(>) describe the increase/decrease of volume. The genre 
is shown in the top right corner and associated with the 
background color of the entire graphics. Figure 2c shows 

                                                           
1http://www.bordercommunity.com

a medium-tempo calm rock song which gets louder over 
time. Aggressiveness keeps constant in the first two parts 
and changes in the third part. 

4.2 Discussion with DJs 

In order to test the suitability of the four selected con-
cepts, we conducted a second round of discussion with 
the same 7 DJs. The open questions covered mainly their 
routine tasks and general impression of the tested con-
cepts, which were introduced in a blind fashion. The par-
ticipants have DJ experience about 10 years in average. 
They are all male, and their age range from 24 to 37 with 
an average age of 28.4 years. Two of them play mainly 
Hip-Hop music, three play Electronic, and the other two 
play diverse genres. Two DJs play analogue music and 
the others play digital. All DJs can read music notation. 

Analogue DJs organize their collections on shelves, ei-
ther sorting them by alphabet or genre, or no ordering at 
all. Digital DJs store their collections on hard disk and 
sort them by folders and ID3tags. They rely heavily on 
the search functionality in DJ software to look for music.  

Concerning the desired music attributes, DJs playing 
multiple genres required a general impression of a song. 
DJs playing only one or few genres requested detailed 
temporal information. The generally important attributes 
were genre, tempo, aggressiveness and volume.  

The idea of visualizing music content was overall ap-
preciated. TensionDiagram was well accepted, as it is 
similar to the signal histogram shown in most of the DJ 
software. Consistent with the preliminary test, Music 
Icon and ThemeRiver were commented as lacking of pre-
cise values. ThumbnailDJ was preferred most, as it uses 
the general metaphor of music notation and reflects both 
overview and precise information for the most desired 
attributes of genre, tempo, aggressiveness and volume. 
The participants’ comments indicated further improve-
ment of ThumbnailDJ. Representing the entire piece of 
song as three separated parts was commented as simple 
and easy to learn. But a continuous flow description was 
desired, which helps to gain temporal changes and facili-
tate observation of the representative parts, such as peaks 
and gaps. Bass value was desired, as it helps to achieve 
smooth transition between songs. The symbols of cres-
cendo, decrescendo, dot and tie were commented as less 
important and poor readable in a size-limited thumbnail.  

5. CONCEPT REFINEMENT 

Based on the implications derived in the discussion with 
DJs, we refined ThumbnailDJ (see Figure 3a): We ex-
cluded the symbols of crescendo, decrescendo, dot and 
tie. We associated pitch (namely the vertical location of a 
note in the staff) with bass value. For example, a note on 
the bottom line implies a higher bass value. The bass 
value is also represented by the position of note head: A 
note with head on the bottom represents higher bass 
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value, and head on the top lower bass value. Aggressive-
ness is depicted as note value, for example, half note for 
calm and sixteenth for aggressive (see Figure 3b). A light 
gray flow is drawn under the staff, indicating changes of 
aggressiveness. Genre is displayed in the top right corner 
and also represented as the background color of the entire 
graphics. Tempo is represented as BPM in the top left 
corner, and volume as decibel (dB) in the bottom left cor-
ner. Currently we define 6 main categories of genres (see 
Figure 3c), and more genres can be easily included. Fig-
ure 3a shows an example thumbnail for a rock song, with 
average tempo of 108 BPM and volume of 94 dB. It is 
quite aggressive and very heavy on bass in both begin-
ning and end parts. The background flow illustrates that 
aggressiveness descends constantly in the middle part, 
rises again and becomes quite fluctuate in the last part. 

      
(a)                                (b) 

   
(c) 

Figure 3. The refined ThumbnailDJ. a): Rock song“ Biffy 
Clyro-As dust dances”. b) 8 kinds of notes. The values of ag-
gressiveness and bass are both mapped to a discrete value be-
tween 1 and 4. The note with head on the bottom represents 
bass value of 3 or 4, and on the top 1 or 2. Half to sixteenth 
notes indicate aggressive values from 1 to 4 respectively. c) 
Some example thumbnails for different genres. 

5.1 Implementation 
ThumbnailDJ is implemented in Java. All songs and their 
relevant data are saved in a SQLite database. We use Tri-
tonus1 to read in the ID3tags of a song. JLayer2 is used to 
decode the audio file. After comparing the performance 
of different audio features, we decided to use zero cross-
ings and Fast Fourier Transformation (FFT) to calculate 
values of aggressiveness and bass. We first use mp3splt3 
to cut the audio file into 15 snippets with equal length. 

                                                           

                                                          
1http://www.tritonus.org/ 
2http://www.javazoom.net/javalayer/javalayer.html
3http://mp3splt.sourceforge.net/mp3splt_page

We then apply jAudio4 to extract the corresponding low-
level features from each snippet. We compute the value 
of zero crossings over each snippet. The average value of 
each successive 5 snippets represents aggressiveness for 
each 1/3 part of the song. Bass is determined by the FFT 
frequencies. For each snippet, the frequencies are sorted 
from low to high. The bass value is represented as the 
sum of lower 1/4 frequencies divided by the sum of all 
frequencies. The average value of each successive 5 snip-
pets represents bass value for each 1/3 part of the song. 
Both aggressiveness and bass are normalized to a discrete 
value between 1 and 4, in order to map them to one of the 
8 note shapes (see Figure 3b). Volume is determined by 
the average value of Root Mean Square (RMS) and 
tempo by the average value of beats in the beat histo-
gram. 

6. EVALUATION 

We conducted a user study with DJs to evaluate the per-
formance of ThumbnailDJ. We were specifically inter-
ested in how it helps gaining an overall impression of a 
song, and facilitating browsing and searching in a music 
collection. 

6.1 Settings and Procedure 

As DJ equipments were required, the evaluation was con-
ducted in the work places of the participants. Each par-
ticipant was asked to offer a collection of 100 songs. For 
each collection, the thumbnails were generated before 
hand and shown in Windows Explorer in another laptop. 
On average the user study lasted about 90 minutes per 
participant. It was recorded on video using the Think-
Aloud protocol was applied. All scores were rated on a 5-
point Linkert-scale where 5 represented the highest score. 

Since the participants already joined the former inter-
view and they preferred ThumbnailDJ most, in this 
evaluation we focused on ThumbnailDJ and did not com-
pare it with other concepts. After a brief introduction of 
refined ThumbnailDJ, the participants were asked to de-
scribe their impression of two unfamiliar songs by view-
ing the corresponding thumbnails. Then they were shown 
thumbnails of two familiar songs and asked to rate how 
well these thumbnails describe these songs. After that, 
they executed a routine task with their own methods (two 
participants with analogue music and the other three with 
digital) and through browsing the corresponding thumb-
nails respectively: Finding some appropriate songs as in-
tro, bridge and outro respectively for an X (the genre the 
participant often plays) party. The order of their own 
methods and ThumbnailDJ was counterbalanced between 
the participants to minimize learning effects. After com-

 
4http://jmir.sourceforge.net/jAudio.html
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